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Markov Decision Process

• Markov decision process
1. states and actions: (finite) sets S and A;

2. controlledMarkov chain: defined by
a transition kernel P(s ′ ∈ S |s ∈ S , a ∈ A);

3. immediate reward structure: given via
r : S ×A→R;

4. discount factor: a constant γ ∈ [0, 1).

• The stationary policy

π : S −→ A

reduces the MDP into a time-homogeneous Markov chain, Π, with kernel P(s ′|s ,π(s )).
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Example: Grid-World Problem
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Markov Decision Problem

• Goal: to solve the optimization
problem

π∗ = argmax
π

V (π, s ).

• The discounted reward function

V (π, s ) =E
�∞∑

i=0

γi r (Πs
i , π(Πs

i ))

�
.

• Bellman recursion:

V (π, s ) =E
�∞∑

i=0

γi r (Πs
i , π(Πs

i ))

�
=E[r (Πs

0, π(Πs
0))]

+γE
�∞∑

i=0

γi r (Πs
i+1, π(Πs

i+1))

�
=E[r (s , π(s ))]+γ

∑
s ′∈S

P(s ′|s ,π(s ))V (π, s ′)
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Q-function
• Maps a triplet (π, s , a ) to the expected value of the reward of the Markov chain
that begins with taking action a at initial state s and continuing according to π:

Q (π, s , a ) =E[r (s , a )]+E
�∞∑

i=1

γi r (Πs
i , π(Πs

i ))

�
.

• Reconstructs π∗ and V ∗(s ) =V (π∗, s ) :

V ∗(s ) =max
a

Q ∗(s , a ),

forQ ∗(s , a ) =maxπQ (π, s , a ) and

π∗(s ) = argmax
a

Q ∗(s , a ).
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Parametrization of the Temporal Difference
• The goal is to minimize

Qn+1(s , a )−Qn (s , a ) =E[r (s , a )]+γ
∑

s ′
P(s ′|s , a )max

a
Qn (s

′, a )−Qn (s , a )

temporal difference (ETD)

• Local parametrization
Q (s , a ) =Q (s , a ;θ )

• Descent along

−∇θ (ET D )
2 =−ETD∇θ ETD

SGD→
�

rn (sn , an )+γmax
an+1

Q (sn+1, an+1)−Q (sn , an )
�
∂

∂ θ
Q (sn , an )
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Quantum Boltzmann Machines
GBMs, DBMs, and QBMs as function approximators
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Quantum Boltzmann Machines
Amin et al., 2016

• Classical GBM

E (v,h) =− ∑
v∈V , h∈H

w v h v h − ∑
{v,v ′}⊆V

w v v ′v v ′− ∑
{h ,h ′}⊆H

w hh ′hh ′
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Quantum Boltzmann Machines
• Classical GBM

E (v,h) =− ∑
v∈V , h∈H

w v h v h − ∑
{v,v ′}⊆V

w v v ′v v ′− ∑
{h ,h ′}⊆H

w hh ′hh ′

• Clamped GBM (fixed assignment v of the visible binary variables)

Ev(h) =−
∑

v∈V , h∈H

w v h v h − ∑
{v,v ′}⊆V

w v v ′v v ′− ∑
{h ,h ′}⊆H

w hh ′hh ′

• Clamped QBM

Hv =−
∑

v∈V , h∈H

w v h vσz
h −
∑

{v,v ′}⊆V

w v v ′v v ′− ∑
{h ,h ′}⊆H

w hh ′σz
hσ

z
h ′ − Γ
∑
h∈H

σx
h
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Free Energy of a QBM

• Equilibrium free energy

F (v) :=− 1

β
ln Zv = 〈Hv〉+ 1

β
tr(ρv lnρv) .

1
KB T

tr(e −βHv )

1
Zv

e −βHv

• Entropy − tr(ρv lnρv)

• Gibbs measure
〈Hv〉= 1

Zv
tr(Hve −βHv )
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Free Energy as a Function Approximator

Q (s , a )≈−F (s,a) =−F (s,a;ω) ←−QBM coupling strength

∆ω=−ϵ(r (s , a )+γmax
a ′

Q (s ′, a ′)−Q (s , a ))
∂ F

∂ ω

∂ F (s,a)
∂ ω

=
1

Zs,a

∂

∂ ω
tr(e −βHs,a )

=− 1

Zs,a
tr(βe −βHs,a

∂

∂ ω
Hs,a)

=−β

∂

∂ ω
Hs,a

·
∆ωv h =ϵ(r (s , a )

−γmin
a ′

F (s ′, a ′) + F (s , a ))v 〈σz
h 〉

∆ωhh ′ =ϵ(r (s , a )

−γmin
a ′

F (s ′, a ′) + F (s , a ))〈σz
hσ

z
h ′〉
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RBM and DBM Layout
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A DBM as a Layout of Superconducting Qubits
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Quantum Monte Carlo Simulations
Approximating free energy and spin expectations
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Suzuki–Trotter Expansion
The effective Hamiltonian of an Ising model with transverse field

Transverse field Ising Hamiltonian:

H =−∑
(i , j )

Ji jσ
z
i σ

z
j − Γ

N∑
i=1

σx
i .

The partition function is approximated as

Z ≈
�

1

2
sinh

2βΓ

M

� nM
2

tr
�
e (−βHeff)
�

with an effective Hamiltonian

Heff(σ) =−
∑
i , j ,k

Ji j

M
σi kσ j k −
∑
i ,k

1

2β
lncoth
�
βΓ

M

�
σi kσi k+1.
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Approximating the Expected Values

Theorem [Suzuki, 1976] Spin correlations 〈σz
i σ

z
j 〉 are calculated as those of the

corresponding (d +1)-dimensional Ising model:

〈σz
i σ

z
j 〉= 1

Zd+1
lim

n→∞
∑
σ

σiσ j e (−βHeff(σ)).
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Simulated Quantum Annealing

(a) Original transverse field
Ising Hamiltonian

(b) Effective classical
Hamiltonian in one
dimension higher

The dynamics are governed by the MCMC method using Metropolis acceptance
probabilities, as the transverse field strength Γ is slowly decreased to zero.
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Using QA Samples to Build Effective Configurations

Obtain pool of QA solution
configurations and frequencies

Randomly sample r
configurations from pool

Perform MCMC to construct
effective configurations Obtain F (v )

Obtain 〈σz
hσ

z
h ′〉

and 〈σz
h 〉

Calculate Q (s , a )
∆w v h ′ and ∆w hh ′
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Issue: Effective Temperature and Transverse Field
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Experimental Results
Reinforcement learning of a maze
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Grid-World Problem
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Results
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Results – Stochastic Rewards
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Results – Stochastic Transitions
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Results
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